
Deep - TEN

Deep Texture Encoding Network



Introduction
● Deep – TEN provides us an encoding of an input image which helps us to 

recognise textures better than previous methods. It is an end-to-end learning 
framework.

● Below is a diagram showing basic architecture of previous methods and 
Deep-TEN 



BoWs model

● Basic Description
− Hand-engineered features are extracted using interest 

point detectors such as SIFT
− Using above image descriptors or feature vectors a 

dictionary (feature distribution) is learned offline
− The feature distributions are then encoded by 

Bag-of-Words (BoWs)
− A classifier such as SVM is used for classification

above steps are explained in detail in next slides





properties of SIFT
● Scale invariant feature transform (SIFT) is an algorithm in computer vision 

to detect and describe local features in images.
● Interesting points on the object are extracted to provide a "feature 

description" of the object.
● It is important that the features extracted from the training image are also 

detectable even under changes in image scale, noise and illumination.
● Such points usually lie on high-contrast regions of the image, such as object 

edges.
● SIFT feature descriptor is invariant to uniform scaling, orientation, 

illumination changes.



details of SIFT
● Scale-space Extrema Detection

− The image is convolved with Gaussian filters at different scales, and then 
the difference of successive Gaussian-blurred images are taken.

− Keypoints are then taken as maxima/minima of the Difference of 
Gaussians (DoG) that occur at multiple scales.

 
 

● Keypoint localization
− If the intensity at any extrema is less than a threshold value, it is 

rejected.
− This information allows points to be rejected that have low contrast.



details of SIFT
● Orientation Assignment

− A neighborhood is taken around the keypoint location depending on the 
scale, and the gradient magnitude and direction is calculated in that 
region.

− An orientation histogram with 36 bins covering 360 degrees is created.
− The highest peak in the histogram is taken as the orientation.

● Keypoint Descriptor
− A 16x16 neighbourhood around the keypoint is taken.
− It is divided into 16 sub-blocks of 4x4 size. For each sub-block, 8 bin 

orientation histogram is created.
− So a total of 128 bin values are available.
− It is represented as a 128 dimensional vector to form keypoint descriptor.

● At the end every image is converted to a collection of 128 dim vectors.





BoWs encoding

● We get a collection of feature vectors for each image from previous 
SIFT method

● Codebook/ Dictionary generation
− K-means clustering/ GMM on all the feature vectors
− Center of each cluster is a codeword
− Each vector can be assigned to a codeword this each image is 

represented as histogram of frequency of codewords
● The encoded vector is then classified using SVM or any other classifier



Summary of BoWs model

Hand Crafted Features

Unsupervised Learning

Hand Crafted Encoding

Every module 
used 

off the shelf



FV - CNN

● Basic Description
− Features are extracted using pre-trained CNNs
− A dictionary is learned using above extracted features
− The features are then encoded by Fisher Vector
− A classifier such as SVM is used for classification

above steps are explained in detail in next slides



details of Fisher Vector
● Let I=(x1,…,xN) be a set of D dimensional feature vectors extracted from an 

image.

● Let Θ=(μk,Σk,πk:k=1,…,K) be the parameters of a Gaussian Mixture Model 
fitting the distribution of descriptors.

● The GMM associates each vector xi to a mode k in the mixture with a 
strength given by the posterior probability:

 
 

● For each mode k, consider the mean and covariance deviation vectors
 
 

●



details of Fisher Vector
● Where j=1,2,…,D spans the vector dimensions. The FV of image I is the 

stacking of the vectors uk and then of the vectors vk for each of the K 
modes in the Gaussian mixtures:



Summary of FV-CNN model

Automatic Features

Unsupervised Learning

Hand Crafted Encoding

Every module 
used 

off the shelf



Deep - TEN

● Basic Description
− Features are extracted using CNN
− A dictionary is learned in a supervised manner using 

above extracted features
− Residual encoding is used to encode above extracted 

feature vectors
− The encoding parameters are also learned with the 

CNNs as the whole network learns
− A full end to end network is learned at the same time
− A fully connected layer is used for classification

 
above steps are explained in detail in next slides



Learnable Residual Encoding 
Layer

● Residual Encoding Model
−  Given a set of N visual descriptors X = {x1 , ..xN } and a learned 

codebook C = {c1 , ...cK } containing K codewords that are 
D-dimensional.

− Each descriptor xi can be assigned with a weight aik to each codeword 
ck and the corresponding residual vector is denoted by rik = xi − ck , 
where i = 1, ...N and k = 1, ...K

− Encoding is given by:
 
 

● The resulting encoder outputs a fixed length representation E = {e1 , ...eK } 
(independent of the number of input descriptors N ). 



Encoding Layer
● They port the dictionary learning and residual encoding into a single 

layer of CNNs, which we refer to as the Encoding Layer.
− The Encoding Layer simultaneously learns the encoding parameters 

along with with an inherent dictionary in a fully supervised manner.
− The inherent dictionary is learned from the distribution of the descriptors 

by passing the gradient through assignment weights.
− During the training process, the updating of extracted convolutional 

features can also benefit from the encoding representations.
● Weights are assigned as per the given formula:

●  The resulting vectors are normalized using the L2-norm.





End-to-end Learning
● All the components are differentiable w.r.t the input X and the 

parameters (codewords C = {c1 , ...cK } and smoothing factors s = {s1 , 
...sk }).
− The Encoding Layer simultaneously learns the encoding parameters 

along with with an inherent dictionary in a fully supervised manner.
− Therefore, the Encoding Layer can be trained end-to-end by standard 

SGD (stochastic gradient descent) with backpropagation.





Summary of Deep-TEN model

Automatic Features

Supervised Learning 
along with the Conv Layers

Encoding Parameters also
Learned along with the Dictionary

And Conv Layers

Model Trained
End to End



Differences with Previous Models
● Dictionary Learning

− Dictionary Learning is usually learned from the distribution of the 
descriptors in an unsupervised manner using K-Means clustering or 
GMM.

− The Encoding Layer makes the inherent dictionary differentiable w.r.t the 
loss function and learns the dictionary in a supervised manner.

− The Encoding Layer can also be regarded as a simplified version of 
GMM, that allows different scaling (smoothing) of the clusters.

● BoWs and Residual Encoders
− BoWs (bag-of-word) methods typically hard assign each descriptor to the 

nearest codeword and counts the occurrence of the visual words by 
aggregating the assignment vectors. An improved BoW employs a soft 
assignment weights.

− A key difference from Deep-NET is that this Fisher Kernel method uses 
hand-crafted instead of learning the features/ Encoding parameters.



Properties of Deep-TEN

● Domain Transfer
○ Fisher Vector (FV) has the property of discarding the influence of frequently 

appearing features in the dataset, which usually contains domain specific 
information.

○ Deep-TEN generalizes the residual encoder and also preserves this property.
○ To see this intuitively, consider the following: 

■ when a visual descriptor xi appears frequently in the data, it is likely to be 
close to one of the visual centers ck .

■ Therefore, the resulting residual vector corresponding to ck , rik = xi − ck , 
is small.

■ For the residual vectors of rij corresponding to cj where j != k, the 
corresponding assigning weight aij will be small.

■ The Encoding Layer aggregates the residual vectors with assignment 
weights and results in small values for frequently appearing visual 
descriptors.



Properties of Deep-TEN

● Multi-size Training
○ Our Encoding Layer act as a pooling layer on top of the convolutional layers, which converts arbitrary 

input sizes to a fixed length representation.
○ Our experiments show that the classification results are often improved by iteratively training the 

Deep Encoding Network with different image sizes.
○ In addition, this multi-size training provides the opportunity for cross dataset training.



 Experimental Results
● The network that they used

○ Encoding Layer on top of 50-layer pre-trained ResNet
○ A 1×1 convolutional layer is used for reducing number of channels 

(2048⇒128).
○ Then an Encoding Layer with 32 codewords is added on top, followed by 

L2-normalization and FC layer. 
○ The weights (codewords C and smoothing factor s) are randomly initialized 

with uniform distribution. 
○ Use SGD with a mini-batch size of 64. For fine-tuning, the learning rate starts 

from 0.01 and divided by 10 when the error plateaus.
○ We use a weight decay of 0.0001 and a momentum of 0.9.
○ The input images of size 352×352, runs at 55 frame/sec for training and 290 

frame/sec for inference on 4 Titan X Maxwell GPUs.





 Experimental Results

● Experimental results as compared to older methods:



 Experimental Results

● Multi-size Training
○ Deep-TEN ideally can accept arbitrary input image sizes
○ In order to learn the network without modifying the standard optimization 

solver, we train the network with a pre-defined size in each epoch and 
iteratively change the input image size for every epoch



 Experimental Results

● Comparison with state of the art
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